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Abstract
This paper describes an approach to the feature location problem for distributed systems,that is,
to the problem of locating which code components are important in providing a particular feature
for an end user. A feature is located by observing system execution and noting time intervals
in which it active. Traces of execution in intervals with and without the feature are compared.
Earlier experiencehasshown that this analysisis di±cult becausedistributed systemsoften exhibit
stochastic behavior and becausetime intervals are hard to identify with precision.

To get around these di±culties, the paper proposesa de¯nition of time interval basedon the
causality analysis intro duced by Lamport and others. A strict causal interval may be de¯ned, but
it must often be extendedto capture latent events and to represent the inherent imprecison in time
measurement. This extension is modeled using a weighting function which may be customized to
the speci¯c circumstancesof each study.

The end result of the analysis is a component relevance index denoted pc, which can be usedto
measurethe likely relevance of a software component to a particular feature. Software Engineers
may focus their analysis e®ortson the top components as ranked according to pc.

Two casestudies are presented, a small study of a gameprogram to illustrate the feasibility of
the pc method, and a study of the messagelogs of a large military software system. Both studies
indicate that the suggestedapproach could be an e®ective guide for a Software Engineer who is
maintaining or enhancinga distributed system.

1 In tro duction

Software Engineerswho deal with complex software are often faced with the problem of locating
where speci¯c features of a program are implemented. Features are services that the software
provides to its users and are usually described in terms appropriate to the problem domain in
which the software operates. For example, product literature for a word processorwould mention
features for entering and editing text, moving the cursor, setting and changing fonts, printing, and
saving the resulting ¯le in numerousformats.

The Software Engineer, in making enhancements or repairing faults, works with the program
as a collection of software components: at a high level these are modules and object classes;at a
lower level they are subroutines and data items; at the lowest level they may be individual lines of
code. However the tasks the Software Engineer is assignedare often stated in feature terms. He



may be asked, for example, to add a \b ookmark facilit y" to the word processor,a new user feature
which will require understanding the editor and cursor moving features of the existing code.

Unfortunately, user featuresrarely map cleanly onto software components, especially in a large
systemwhich hasbeenworked on by many hands. Thus Software Engineersare facedwith the fea-
ture location problem: given a feature stated in userterms, how do I locate the software components
most intimately involved?

There has been somestudy of the feature location problem for sequential software, but very
little work has been done in the distributed domain. One would expect that the need for e®ec-
tiv e techniques of feature location will be even greater in the distributed world, given the added
complexities intro duced by distribution, concurrency, and timing e®ects.

In this paper we ¯rst describe the approaches to feature location that have beenproposedfor
sequential software. We then describe an early attempt to apply one of these methods to Joint
STARS, a real, large-scale,distributed system, and someof the di±culties that were encountered.
Drawing on this experience,we describe a new approach to addressthese problems basedon the
conceptof causality developed by Lamport and others. We provide someresults from a small scale
casestudy to explore the feasibility of the approach. Finally, we revisit the Joint STARS data to
seehow our approach might have beenusable in that real-world case.

2 The Feature Lo cation Problem in Sequential Systems

As a practical matter, it haslong beenclear that SoftwareEngineersdealingwith an industrial-scale
softwaresystemcanrarely a®ordthemselvesthe luxury of understanding it completely. Instead they
adopt an as-needed strategy of locating the most relevant software components and understanding
theseas best they can [16].

The problem is, of course,the location of the relevant components in the hundredsof thousands
of lines that make up a real system. Early work by Weiser intro duced the concept of program
slicing [22]. A program slice is an executablesubset of a program computed statically according
to some criterion. In the most common example, a slice is taken on a particular variable at a
particular point in the code, and consistsof all program statements neededto compute the value
of that variable at that point. Classicalslicing can be a very powerful technique, but it requires a
program variable as a starting point; there may be no easyway to identify a speci¯c variable that
corresponds to a user-described feature. As well, the slice often turns out to be a large proportion
of the original program.

Other authors have also described static analysis approaches to locating software components.
Biggersta®et. al. conceptualizedthe program as concept assignment, and described the DESIRE
tool which usesa combination of parsing, clustering, and the analysisof data items and their names
[6]. More recently Chen and Rajlich described a static approach which involvessystematic manual
search through the program's dependencygraph to locate relevant code and data items [7].

In practice, Software Engineersmost often attempt to locate featuresby text search with tools
such asgrep[21]. Text search looks for code comments or variable namesassociated with a feature.
Text searching has the advantage of being very fast and easyto use,but for successrequires both
good comments or variable namesand the useof exactly the samevocabulary asthat of the original
programmer. The search for a \fon t change" feature would fail, for example, if the code comment
contained \format change" instead of \fon t change".

Dynamic analysis techniqueshave shown great potential for feature location, sincethey involve
observing the code as the feature of interest is performed. The best known technique of this sort

2



is software reconnaissance, described by Wilde and Scully [26] and further formalized by Deprez
and Lakhotia [9]. The technique requires running the systemfor several test cases,including some
which perform the feature and others which do not. In its simplest form, the analysis takesthe set
of software components executedin tests with the feature and subtracts the set of such components
executed in the remaining tests. The result is a relatively small set of marker components for
the feature. Other authors have suggestedother heuristics to locate wider or narrower sets of
feature-related software components [28].

There have beenseveral published casestudies that apply such dynamic analysis techniques to
di®erent programs [24, 1, 28, 23] and several tools are available [5, 3]. The generalconsensusseems
to be that such techniques are e®ective in focusing on a relatively small fraction of the code that
needsto be examined to understand the feature. The marker code by itself is not su±cient since
it needsto be put into context before it can be understood, but these techniques provide good
starting points for e±cient code exploration.

A somewhat di®erent dynamic analysis approach has been described by Eisenbarth et al.[10]
They also collect traces of subroutine calls as the program is executed for a seriesof scenarios,
each one of which is tagged with the features it involves. The traces are analyzed to categorize
subroutines according to their degreeof speci¯cit y to a given feature. The analysis also automati-
cally producesa set of concepts for the program. The conceptsare subsetsof the subroutines that
tend to execute together and are presented organized in a lattice. A casestudy has showed that
the conceptsand the lattice may provide useful insight into the designof the system.

Finally, Wong, Gokhale and Horgan have extended the dynamic analysis methods to quantify
feature location. They developed metrics basedon execution slicesof the program, and usedthem
to measurethe disparity between a feature and a component, the concentration of a feature in a
component, and the dedication of a component to a feature [27].

3 Join t STARS - An Early Case Study

Little work has been done on methods for locating features in distributed systems. Much of the
motivation for the current research was a study performed in 1996on a large military distributed
systemcalled Joint STARS[25]. Joint STARS is an airborne battle management systemdeveloped
by Northrop Grumman Corporation for the US Air Force in support of the US Army. It consists
of a militarized Boeing 707 aircraft with an advanced radar system and mobile ground stations.
Operators in the aircraft provide targeting data both to other aircraft and to ground units [15].
The Joint STARS contractor-developed software consistedof approximately 360 thousand lines of
code running as 233 processeson a variable number of processors.

The study applied a variant of the software reconnaissancemethod for design recovery, that
is, to recover information about the as-built design from the ¯nished software. Joint STARS was
originally designed, in part, using the concept of design threads. A design thread showed the
expected interactions between the di®erent processeswhen a particular feature was invoked, for
example, by the operator in the aircraft selecting a particular function. The design threads were
represented as data °ow diagrams showing the processes,inter-processmessages,and data stores
expected to be involved in the feature. The purposeof the study was to recover a sample of the
as-built design threads, which might be expected to di®er somewhat from the originals. It was
anticipated that recovered design threads could be useful in maintaining the software, especially
sincesometurnover of personnelwas anticipated.

The input for the study consistedof logs of Joint STARS inter-processmessageswhich were
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available usingdebuggingfacilities built in to the system. The loggeddata for each messageincluded
an approximate time stamp, the messagesource, the messagedestination, and the messagetype.
Start and end times for ¯v e di®erent featureswerenoted by hand and comparedto the loggedtime
stamps to identify the log entries during each feature execution. The log during feature execution
was compared to the log in system idle periods to ¯nd marker messagesusing the set di®erence
method described in the previous section.

While the study wassuccessfulin recovering several threads, somedi±culties wereencountered.
First, the theory of software reconnaissancehad always been stated as taking the set di®erence
between execution traces of test cases. The implicit assumption is that a test casehas a clearly
de¯ned start and end. However for Joint STARS, as for most distributed systems, the software
rarely really starts and stops - it runs continuously while operators invoke di®erent features. It is
di±cult to register exact start and stop times. As well, loggedtimestamps themselvesmight not be
strictly comparablebecauseclocks on di®erent processorsare not precisely synchronized. In fact,
two of the ¯v e data sets in the study had to be discarded becausestart and stop times were not
determined precisely enough.

Second,Joint STARS did not always execute exactly the same way during a feature. Each
feature was executedthree times, but somemessagesappeared in only one or two of the relevant
logs. The problem seemedto stem from the occurrenceof timed events which happened to occur
during the feature's execution. It was also possiblethat messagelogging occasionally lost data as
bu®ers¯lled up. The software reconnaissancemethod, basedon simple set di®erencesbetweenthe
logs, provided no clear way of handling such problems.

In general,practical analysisof traces in a distributed systemmust take into account di±culties
of observation of time, aswell asbehavior in the systemitself which is e®ectively stochastic. These
problems are well known to testers of such systems[20]. Thus the established dynamic analysis
methods for feature location are not complete when applied to distributed systems.

To recapitulate, the goal is to provide a mapping between a feature and the key software
componentsinvolved in its implementation. The mapping givesmarker components for each feature
and would be used to give a Software Engineer starting points for code exploration in trying to
understand it. For our purposesa feature is any episodically occurring serviceprovided to a user.
The user may chooseto de¯ne the system's features in any way he chooses,provided only that he
can identify when each feature occursand when it doesnot. Featuresare most commonly initiated
by user input but even a bug may be thought of asa feature if it is observable and identi¯able. We
only excludeservicesthat are always performed, independent of user input or observation.

The de¯nition of software component is likewise°exible. Software components may be classes,
individual objects, subroutines, speci¯c lines of code, or even messagetypes. The only restriction
is that it must be possibleto instrument the software so that we can observe when each component
is used.

If a software component's executions tend to occur at nearly the sametime as occurrencesof
a feature then the component is likely to be feature related. The closer this time relationship, the
more likely that we have found a key component to investigate.

For distributed systems,the key to the dynamic location methods is thus \time". Unfortunately,
the concept of a time interval in a distributed system is not straightforward. It is not trivial to
determine if a particular component's execution occurred after the start of a feature and before
its end becausethe correct ordering of events on di®erent processesmay be indeterminate. Event
timestamps arenot su±cient sinceit is generallynot possibleto guarantee that clocks will beclosely
synchronized. Thesedi±culties add to the problem of stochastic behavior and will be addressedin
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Figure 1: The System Model

the next section.

4 System Mo del and Time In terv als

A distributed system may be modeled as a set, C, of software components. The de¯nition of
a software component is intentionally left nebulous to allow exploration of the system from the
¯ne-grained, statement level to the course-grainedmodular level.

C = f c1; c2; : : : ; cq; : : : ; cQg (1)

We let F denote the feature the software engineeris investigating.
Fundamental to our research is the association betweenevents of a distributed system'sexecu-

tion and the components of the distributed system. An event is a discrete occurrenceon a process.
As software components execute, they generateevents in the N di®erent processesof the system,
P1 : : : PN . The events on processPi are identi¯ed by the set E i .

E i = f e1
i ; e2

i ; : : : ; ek
i ; : : : g (2)

The set E contains all events in the systemand is the union of the events from each individual
process.

E = E1 [ E2 [ ¢¢¢[ EN (3)

A software component, cq, is the source of an event, ek
i , if event ek

i was the direct result of the
execution of cq. The function ±() maps the event to the sourcecomponent.

cq = ±(ek
i ) (4)

While each event will map onto a single component, the inversedoesnot hold. For example if
a component is executedin a loop it will produce a unique event each time it is executed. All of
theseevents will map back to the single component through function ±().

Figure 1 shows our system model. The left side of the ¯gure shows the code components, of
which a relatively small proportion are the marker components for a feature that we are attempting
to locate. The code components are executedgiving rise to events in di®erent processes,as shown
in the time lines on the right of the ¯gure. The mapping between the two is provided by the
function ±().

Our feature location work is dependent upon the ordering of events in a distributed execution,
a topic which has beenextensively researched. We present the portion that is necessaryfor feature
location.
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Figure 2: Ordering of Events

Causal relationships exist amongevents[17]. Event e happensbeforeevent e0, written e ! e0, if
the execution of e can have a causala®ecton the execution of e0. The three conditions for ! are
as follows.

1. The events are causally ordered temporally in a single process.
e 2 E i , e0 2 E i , and e temporally precedese0

2. The events are causally ordered through messagetransmission.
e is the transmission of messagem and e0 is the receipt of the samemessagem

3. The events are causally ordered through transitivit y.
e ! e00and e00! e0

For any two events, e and e0, if e does not happen before e0 and e0 does not happen before e,
then e and e0 are concurrent.

eke0 if f e 6! e0^ e0 6! e (5)

When a distributed system executes,a partial order among events is de¯ned by the causal
relationships. For example, consider Figure 2(a). Someof the causal relationships found in the
represented execution are: e1

i ! e2
i , e2

i ! e2
j and e1

i ! e3
j . Note that e1

i ! e3
j exists from the

transitivit y property of causality. Concurrent relationships can alsobe found in this execution. For
example, the absenceof a causal relationship betweenevents e3

i and e1
j implies that the events are

concurrent: e3
i ke1

j . Other concurrent relationships are e1
i ke1

j , e2
i ke1

j , e3
i ke2

j and e3
i ke3

j .
We next de¯ne an interval of events for feature F . In the simplest case,we assumethat the

Software Engineer can identify both the initial event of feature F , ea, and the terminal event of
feature F , eb. The interval consists of the start event, the end event, and all events that both
causally follow the start event and causally precedethe end event. Note that the start event and
the end event may be on di®erent processes.Referring to Figure 2(b), events ea, e2

i , e3
i , e4

i , eb, e2
j ,

e3
j and e4

j are included in the interval while e1
j and e5

j are excluded.
Multiple executions of feature F are necessaryfor our methodology. The set I k contains the

events in the kth execution of feature F .

I k = f e : ea ! e^ e ! ebg [ f ea; ebg (6)

6



5 The Basic Comp onent Relev ance Index

Supposewe have beenoperating the systemfollowing an appropriate operational pro¯le 1 and have
f observations of feature F that give us f intervals in which feature F was active. We use I ¤ to
represent the set of such intervals.

I ¤ = I 1 [ I 2 [ ¢¢¢[ I f (7)

Recall that in software reconnaissancethe marker components werede¯ned as the set executed
in tests with the feature, minus the set executedin tests without the feature. In this notation that
would simply be the di®erence:

f c 2 C : 9e 2 I ¤ ^ c = ±(e)g ¡ f c 2 C : 9e 62I ¤ ^ c = ±(e)g (8)

As previously stated, the problem with using simple set di®erenceis that it can give poor results
in the presenceof noiseor observational errors. Sincea single observation will causea component
to move from one set to another, a single mis-timed interval or random noiseevent will lead to an
incorrect classi¯cation. We have seenfrom the Joint STARS casethat noise and errors are likely
to be present so we needa lesssensitive way of analyzing the data.

Instead of using set di®erences,we de¯ne a component relevance index, pc, as the proportion of
executionsof component c that occur when the feature is active. The value of pc rangesfrom 0.0
to 1.0. If a component is strongly related to a feature then most of its executionswill occur when
the feature is active and pc will be closeto 1.0. Marker components, as de¯ned above, will have a
pc of exactly 1.0. At the other extreme, unrelated components, executedonly when the feature is
not active, would have a pc of 0.0.

We intro duce the following weighting function to distinguish events that are, or are not, in the
seriesof intervals.

! (e) =
½

1 if e 2 I ¤

0 if e 62I ¤ (9)

Figure 3(a) demonstratesthe binary nature of the weighting function. As we will describe later,
this weighting function may be generalizedto take care of di®erent circumstancesthat occur in
studying distributed systems.

The weights of di®erent events may be combined to give the following estimator for pc:

p̂c =

X

e:c= ±(e)

! (e)

jf e : c = ±(e)gj
(10)

The use of a numerical relevance index allows us to view the identi¯cation of feature-related
components as a statistical process,and avoids the all-or-nothing nature of set operations. Back-
ground noiseevents and errors may distort the valuesof p̂c from any singleexecutionof the feature.

1Operational pro¯les are used to characterize the way a system is used, for example in Reliabilit y Engineering
[19]. The operations are system logical tasks, similar to what we call features. The operational pro¯le is the set
of operations together with their probabilities of occurrence. Test scenariosare created by selecting operations at
random according to the given probabilities.
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Repeated executionsof the program, following a consistent operational pro¯le, should reduce the
e®ectof such incidents. The resulting marker component valueswill approach one,and the resulting
valuesfor unrelated components will approach zero.

6 Case Study of a Small Distributed Program

A small casestudy servesto illustrate the properties of the basic component relevanceindex. The
Gunnerprogram is a simple text-basedgamedevelopedasa programming exercisein several courses.
It simulates a medieval gunner ¯ring a cannon at a castle. The program has two main features:
move the gun and take a shot. To move the gun, the user enters the new position, and the display
re°ects the change. To shoot, the user enters a charge, speci¯ed as a quantit y of gunpowder, and
the angle of elevation of the cannon. The program calculates the tra jectory of a cannonball and
draws the tra jectory as a seriesof asteriskson the screen. Figure 4 is the display generatedwhen
a shot is ¯red.

Figure 4: Display of cannon shot
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The casestudy used a distributed version of Gunner written using MPI [12, 13]. One process
maintained information on the gun and the gunner, another tracked the list of players and their
scores,a third computed the tra jectory path, and a fourth provided a user interface. The processes
were distributed acrossa Linux cluster. Processinteraction was restricted to asynchronous MPI
messagepassing. The di®erent processescollectively amounted to approximately 1900lines of C++
sourcecode.

To demonstrate the feature location methodology, considera Software Engineer attempting to
locate the movethe gun feature. The SoftwareEngineerwould work with an instrumented versionof
the systemsothat each processgeneratesa trace of execution. For the casestudy, we instrumented
Gunner at all function entries and exits, as well as at all MPI function calls. To simulate the
operation of a more complex system, delays were inserted into each function and random noise
messageswereadded,asmight be causedby background processing.This instrumentation resulted
in 169 traced software components.

Sequencenumbers were appended to MPI messagesand vector time stamps were constructed
to allow causal relationships of events to be derived from the traces. Vector time stamps[18, 11]
have beenshown to be equivalent to causality and are extensibly usedin the analysisof distributed
applications [8, 14, 4, 2]. Vector time stamps allowed the assignment of events to intervals and the
computation of the component relevanceindex.

Two di®erent circumstancesare considered. In the ¯rst, the Software Engineer has no prior
knowledgeof the location of move the gun but only knows how to executeit. He runs the program
pressinga start button in the user interface processeach time he beginsa move and a stop button
when he thinks the operation is complete. These two buttons generatethe start and stop events
to delimit each interval of I ¤. These intervals would be approximate sincethere is somemargin of
error in starting and ending them by hand. Only approximate intervals were available in the Joint
STARS study described earlier.

Under more ideal circumstances,the Software Engineer would be able to identify the start and
end points precisely. For example,he might be able to locate and instrument the code that initiates
the feature, thereby providing precise starts, stops, and intervals.

To seethe e®ectof approximate versuspreciseintervals in the study of Gunner, we identi¯ed
the code in the user interface processwhere the move the gun feature is initiated and completed.
Instrumentation identi¯ed precisestart and stop events. Then to approximate user imprecision in
de¯ning start and stop events, events werechosenrandomly within § 1 secondof the preciseevents.
The chosenevents becamethe new start and stop events of the intervals. With preciseintervals, the
only sourceof error was the random background noisewhile, with approximate intervals, incorrect
start and stop times provided an additional sourceof errors.

The goal of the casestudy was to investigate properties of the feature location methodology
that would be important to a Software Engineer such as:

² How many feature repetitions are neededbefore the p̂c valuesconverge?

² Doesthe methodology still work when only approximate start and stop times are available?

² Doesthe methodology eliminate background noise?

² Do the p̂c valuesdiscriminate betweenfeature-related and non-related components?

A driver program executedGunnerrepeatedly using an operational pro¯le of 10%movethe gun
to 90% take a shot operations. To observe convergence,values of p̂c for the move the gun feature
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Figure 5: Marker Component - Approximate Intervals

were calculated using from one through forty feature repetitions. The sequencewas repeated 50
times from which the mean and standard deviation were computed.

Figure 5 shows the convergenceof the p̂c valuesfor a typical marker component using approxi-
mate intervals. The component shown is an MPI messagesend from the user interface processto
the processthat stores the location of the gun. The horizontal axis is the number of intervals I k .
The bars show the mean and standard deviation of the p̂c for that number of intervals.

As can be seen, p̂c for this marker component converged quickly to a value of 0.87 with a
standard deviation of about 0.09. With theseapproximate intervals a value of 1.00 is not attained
becausethe simulated user error intro duces a small probabilit y that an event generated by the
component is not in any of the intervals. When preciseintervals were used, this samecomponent
had a value of 1.00 in all runs.

The feature location methodology also quickly excludesbackground noise. Figure 6 shows a
typical noisecomponent evaluated usingapproximate intervals. It's p̂c is low throughout, converging
to a value of approximately 0.08. The graph for preciseintervals is similar, sincethe errors in start
and stop times do not e®ectthe probabilit y of seeinga random noiseevent.

In practice, a Software Engineer with limited time to study a feature would probably focus his
attention on candidate components having the highest valuesof p̂c. This approach would be most
successfulif there is a clear threshold in the p̂c data that discriminates between feature-related
components and the many others.

Table 1 shows the top 20 of Gunner's 169software components asranked by p̂c. The converged
p̂c meansand standard deviations are the valuesfound usingboth preciseand approximate intervals.
While the valuesfrom approximate intervalsaredi®erent from thosefor preciseintervals, candidates
for study aremuch the same. In both columnsthere is a sharpdiscrimination, shown by the shading,
between the top 9 components and the remainder. For preciseintervals the threshold comesat a
p̂c value of 0.88 while with approximate intervals it is at 0.47. In either case,a software engineer
would probably look at the suddendrop after this point as a signal to concentrate his attention on
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the top 9 to understand the move the gun feature.
A quick check of these components in the Gunner code shows that the top nine are, in fact,

heavily usedin the move the gun feature.
While results from this small casestudy may not, of course,generalizeto full scaledistributed

systems,at least in this examplethe p̂c methodology convergedfairly rapidly, excludednoiseevents
clearly, and was robust in the presenceof noise and user errors. It identi¯ed a manageablysmall
set of components (9 out of 169) for further study by the software engineer.

7 In terv als Extended With Time Decay

While the basic p̂c methodology found nine good candidate components in the Gunnerexample, it
did not ¯nd all the good candidates. Study of the code showed that the next two components in
Table 1, are also relevant for move the gun. In this implementation of Gunner the position of the
gun was stored in process3. Thesetwo components are the receipt of the MPI messagegiving the
new position and the call to the function that stores the new data.

The reasonfor this omissiongoesback to the strict de¯nition of an interval given in equation 6.
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PID Function Event Type PreciseInterval Approximate Interval

0 gunner display FEntry 1.0000§ 0.0000 0.8700§ 0.0927
0 gunner display FExit 1.0000§ 0.0000 0.5325§ 0.1403
0 moveGun FEntry 1.0000§ 0.0000 0.4743§ 0.1615
0 moveGun FExit 1.0000§ 0.0000 0.4925§ 0.1292
0 moveGun Send 1.0000§ 0.0000 0.8700§ 0.0927
0 validate gunner FEntry 1.0000§ 0.0000 0.9327§ 0.0753
0 validate gunner FExit 1.0000§ 0.0000 0.8700§ 0.0927
0 doEmptyLayoutWithGunner FEntry 0.8885§ 0.0368 0.7223§ 0.1035
0 doEmptyLayoutWithGunner FExit 0.8885§ 0.0368 0.4732§ 0.1274
3 Process4 Recv 0.1600§ 0.1260 0.2325§ 0.1455
3 setGunner FEntry 0.1204§ 0.1024 0.1909§ 0.1216
0 writeCharRows FEntry 0.1006§ 0.0344 0.0653§ 0.0267
0 display FExit 0.1003§ 0.0344 0.0529§ 0.0221
0 Graphics FEntry 0.1003§ 0.0344 0.0873§ 0.0316
0 Graphics FExit 0.1003§ 0.0344 0.0873§ 0.0316
0 showBorders FEntry 0.1003§ 0.0344 0.0747§ 0.0296
0 showBorders FExit 0.1003§ 0.0344 0.0747§ 0.0296
0 writeCharRows FExit 0.1003§ 0.0344 0.0584§ 0.0255
0 writeHorizontalBorder FEntry 0.1003§ 0.0344 0.0639§ 0.0256
0 writeHorizontalBorder FExit 0.1003§ 0.0344 0.0590§ 0.0233

Table 1: Identifying Candidates for Examination: the top 20 components of Gunner ranked by p̂c
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An event is consideredto be within an interval only if it can be shown to causally precedethe end
event. This rule may give us the situation illustrated in Figure 7. Events e2

j and e3
j occur causally

after the start event ea, but are concurrent to the end event, eb, since there is no return message
prior to the end of the interval. In the Gunnerprogram, the processthat storesthe location of the
gun doesnot sendback any acknowledgment when the move the gun operation completes.

In general, events can causally follow the start event of the interval but be excluded from the
interval. Theseevents may be relevant to the feature, so it would be desirableto extend the strict
interval somewhat. However it would not be meaningful to include all events that causally follow
ea, sincethat would include far too many events. We wish to consideronly thosecausally following
events that happen somereasonablyshort time after the interval.

We include additional relevant events by extending the weight function ! () with a time decay.
As shown in Figure 3(b), the weight of an event decreasesas time from the interval increases.A
Software Engineerwould de¯ne decayTime asthe estimated amount of computation time expected
for the feature to complete. From this value, a decay factor is computed as follows.

decay=
1

decayTime
(11)

We make useof decay in the revised de¯nition of the ! () function.
The assignment of weights follow the de¯nition of causality. The revised function is presented

in three cases. The ¯rst caseis for events within the interval. The secondand third casesare
de¯ned basedon the de¯nition of causality as it applies to consecutive events in the sameprocess
and communication events, respectively.

1. As in equation 9, events in the interval are given a weight of 1.0.

! (ek
j ) = 1:0 (12)

2. Other events, except for messagereceipt events, take their weight from the previous event on
the sameprocess,but diminished by the time decayfactor. The lowest possiblevalue allowed
by the formula is zero.

! (ek
j ) = max((! (ek¡ 1

j ) ¡ ((time (ek
j ) ¡ time(ek¡ 1

j )) £ decay)) ; 0) (13)

3. Messagereceipt events are given a weight that is the larger of the weight they would have
under the previous rule, or the weight of the event that sent the message

! (ek
j ) = max((! (ek¡ 1

j ) ¡ ((time (ek
j ) ¡ time(ek¡ 1

j )) £ decay)) ; ! (send(ek
j ))) (14)

Thus a sendcan propagate its relevanceto other processes.

Table 2 shows the p̂c values generatedby this method for the Gunner experiment. The ¯rst
column repeats the preciseinterval values from Table 1, while the other columns show the results
with decayTime constants of 0.5 seconds,2.0 seconds,and 5.0 seconds.

As with Table 1, there is a sharp threshold shown by the shading. For all non-zero values of
the time decay parameter, the top 11 components are clearly distinguished as being most relevant
candidatesfor the move the gun feature. The two components missedby the stricter methodology
are now included.
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PID Function Event Type 0.0 sec. 0.5 sec. 2.0 sec. 5.0 sec.
0 gunner display FEntry 1.0000 1.0000 1.0000 1.0000
0 gunner display FExit 1.0000 1.0000 1.0000 1.0000
0 moveGun FExit 1.0000 1.0000 1.0000 1.0000
0 moveGun FEntry 1.0000 1.0000 1.0000 1.0000
0 moveGun Send 1.0000 1.0000 1.0000 1.0000
0 validate gunner FExit 1.0000 1.0000 1.0000 1.0000
0 validate gunner FEntry 1.0000 1.0000 1.0000 1.0000
0 doEmptyLayoutWithGunner FEntry 0.8885 0.8885 0.8885 0.8889
0 doEmptyLayoutWithGunner FExit 0.8885 0.8885 0.8885 0.8889
3 Process4 Recv 0.1600 0.9950 0.9950 0.9950
3 setGunner FEntry 0.1204 0.7405 0.8635 0.8882
0 writeCharRows FEntry 0.1006 0.1006 0.1026 0.1352
0 display FExit 0.1003 0.1003 0.1022 0.1335
0 Graphics FExit 0.1003 0.1003 0.1028 0.1372
0 Graphics FEntry 0.1003 0.1003 0.1028 0.1372
0 showBorders FExit 0.1003 0.1003 0.1028 0.1372
0 showBorders FEntry 0.1003 0.1003 0.1028 0.1372
0 writeCharRows FExit 0.1003 0.1003 0.1023 0.1342
0 writeHorizontalBorder FExit 0.1003 0.1003 0.1023 0.1342
0 writeHorizontalBorder FEntry 0.1003 0.1003 0.1024 0.1349

Table 2: Identifying Components in Gunner Using p̂c Valuesfor Di®erent Decay Times
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8 Analyzing a System Message Log

Finally, it is interesting to seehow this new methodology can be applied to the data from the
original Joint STARS study of Section 3. This study used the software's existing log of inter-
processmessages.The messagelog data provided about 67,000 records covering approximately
29 minutes of Joint STARS execution. Each record had a time stamp, a messageidenti¯er, and
information on the sending and receiving processes. Five di®erent Joint STARS features were
executedthree times each, and approximate start and stop times of each execution were noted.

This data is not ideal for the new methodology sincecausalrelationships can not be accurately
derived from the messagelog. As well, there are only three repetitions of each feature which may
not be su±cient for convergenceof the p̂c values. However, this data may be typical of information
that a Software Engineer could easily obtain from many existing systems.

The original analysis assumedcorrectnessof the start and stop times and subtracted the mes-
sagesin systemidle periods from the messagesin each feature interval. Becauseof the inconsistent
behavior of this large system, the the results were often di®erent in each of the three executionsof
the feature. As previously mentioned, two of the features could not be analyzed by this method
due to imprecision in the start and stop times.

An alternate way to analyze this data using the p̂c method is to usethe approximate start and
stop times but with a two-tailed weighting function ! (e) asshown in Figure 3(c). The tails represent
the imprecision in the interval boundaries as well as inaccuracy of timestamps for determining
messageinclusion in the intervals.

Of the 67,000records in the messagelog, 190 distinct messageswere identi¯ed. Table 3 shows
the top 25 of these messagesfor each of the ¯v e features as ranked by their p̂c values. Each row
corresponds to a distinct messagetype, and messagetype labels have beenomitted. A decay time
of 2 secondswas usedfor each tail of the weighting function.

In the original Joint STARS study, features D and E could not be analyzed using the set
di®erencemethod. Theseresults areconsiderablybetter, sincein each casethere is a clear threshold
that distinguishes messagesthat probably are part of the feature. The 4 components of Feature
D with p̂c values above 0.13 and the 6 components of Feature E with p̂c values above 0.12 are
identi¯ed as candidatesto examine.

FeaturesB and C had beensuccessfullyanalyzedusing the set di®erencemethod though some
discussionhad beenrequired among the Software Engineersto understand the di®erencesbetween
the three runs. The results in Table 3 are similar to the conclusionsof this earlier analysis. A
threshold exists for Feature B at the p̂c value of 0.10. In Feature C, the threshold is at the p̂c value
of 0.13. All the feature-related messagesidenti¯ed in the previous study fall above thosethresholds
and are identi¯ed by the new methodology.

No clear threshold appears in the p̂c data for Feature A. This was a very long running feature,
executing for approximately 5 minutes asopposedto just a few secondsfor the other features. Thus
Feature A's three executionsoccupy about half of the 29 minutes of messagelog data. Messages
that occur at random will thus have a p̂c value in the neighborhood of 0.5 so it is very hard to
distinguish clearly the feature-related messagesfrom background noise. The p̂c method is probably
best applied when the feature occupiesa fairly small proportion of the total trace.

In general, even with unclear causal information and a small sample size, the p̂c methodology
was superior to the set di®erencemethod in two of the ¯v e casesand at least as good in another
two of the ¯v e. Only for Feature A, whosefeature intervals occupy a large portion of the message
log period, is the new method lessuseful.
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Feature A Feature B Feature C Feature D Feature E
1.0000 1.0000 1.0000 0.2875 0.4438
1.0000 1.0000 0.9574 0.2181 0.2204
1.0000 1.0000 0.9550 0.2174 0.2196
1.0000 1.0000 0.9426 0.1313 0.1791
1.0000 0.7920 0.9398 0.0249 0.1324
1.0000 0.7758 0.6667 0.0231 0.1269
0.8221 0.6761 0.6580 0.0215 0.0553
0.8206 0.6758 0.6471 0.0181 0.0536
0.6667 0.6755 0.5000 0.0175 0.0533
0.6667 0.6685 0.4953 0.0115 0.0532
0.6251 0.6664 0.4408 0.0114 0.0529
0.5705 0.6471 0.3333 0.0114 0.0492
0.5705 0.5853 0.3333 0.0111 0.0471
0.5705 0.3333 0.3309 0.0103 0.0246
0.5704 0.2227 0.2774 0.0093 0.0137
0.5641 0.1000 0.2500 0.0090 0.0136
0.5455 0.0252 0.1818 0.0089 0.0135
0.5357 0.0173 0.1629 0.0089 0.0119
0.5357 0.0169 0.1481 0.0087 0.0110
0.5357 0.0133 0.1390 0.0080 0.0103
0.5348 0.0133 0.0690 0.0080 0.0093
0.5341 0.0130 0.0667 0.0080 0.0092
0.5324 0.0128 0.0667 0.0080 0.0091
0.5324 0.0128 0.0667 0.0080 0.0090
0.5323 0.0128 0.0563 0.0080 0.0089

Table 3: p̂c Ranking of Joint STARSMessages
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9 Conclusions

In this paper we have described an approach to solving the feature location problem in distributed
systems. There are two main di±culties in applying the dynamic analysismethods that have been
proposed for conventional, sequential software. First, these methods usually rely on comparing
traces of test cases,somein which the feature was active and others in which it is not. Distributed
systemsusually run continuously while di®erent featuresare executed,so that the conceptof "test
case" must be replaced by the concept of "time interval". However the determination of precise
time intervals in distributed system is complicated by di±culties in determining the correct order
of events. Second,most of the conventional methods use set operations to compare the traces.
Distributed systemsexhibit behavior which is essentially stochastic, and thus hard to analyzeusing
all-or-nothing set operations.

To addresstheseproblems, we propose:

1. A de¯nition of a time interval basedon causal ordering of events as described by Lamport
and others.

2. A component relevance index pc that can be estimated to a required level of accuracy by
increasingthe number of trials.

3. A weighting function ! () that can be applied in computing pc. ! () assignsa weight of 1.0 to
events in the interval, and lower weights to events outside, but near the endpoints. Di®erent
weighting functions can be useddepending on the nature of the systembeing studied and on
the precision of the available data.

Two casestudies were presented. In the ¯rst, of the distributed Gunner game, the basic prop-
erties of pc were explored. In this study, estimatesof pc convergedreasonablyquickly and clearly
distinguished betweenfeature-related code and background noise. The method worked well even if
the timing of intervals was only approximate. The secondstudy analyzedmessagelogs from Joint
STARS, a large-scaledistributed system. The pc method was e®ective in studying several features,
including two which could not be analyzed in an earlier study.

We believe that the approach suggestedhere could be usefully incorporated in analysis and
debuggingtools for distributed systems. It is relatively simple to implement, provided the system
can tolerate some logging of messagesand events, and would seemto provide a way of o®ering
Software Engineersinsights that would be very hard to achieve by other methods.
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